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ABSTRACT
This paper presents a method for detecting patterns in the
usage of a computer mouse that can give insights into user’s
cognitive processes. We conducted a study using a computer
version of the Memory game (also known as the Concentration game) that allowed some participants to reveal the
content of the tiles, expecting their low-level mouse interaction patterns to deviate from those of normal players with
no access to this information. We then trained models to
detect these differences using task-independent input device
features. The models detected cheating with 98.73% accuracy for players who cheated or did not cheat consistently
for entire rounds of the game, and with 89.18% accuracy for
cases in which players enabled and then disabled cheating
within rounds.

1.

INTRODUCTION

Systems with the ability to characterize their users’ behaviors could identify user interaction patterns that are abnormal — usage that diverts from the way a task is normally
accomplished. Some systems may find this information useful to detect usability problems. For example, a system may
be able to detect interaction patterns of a novice user and offer hints and tips on how to navigate a user interface. Other
systems may use these models of user behavior for security
purposes. Systems that can detect abnormal user behaviors may react by performing additional checks on the user
or by triggering alerts of suspicious behavior. Applications
that are interested in differentiating real humans from automated agents posing as humans (bots) could also benefit
from such human behavior models.
Imagine if a computer system could become aware of the
cognitive state of its users. When an air traffic controller
gets distracted, the computer will detect this and play an
∗

alarm, update the colors of its user interface to capture attention, log this event for accountability purposes, and limit
the execution of sensitive commands until the user becomes
attentive again. Other systems may prevent access to certain functionality for users that do not meet a particular skill
level. Or maybe a system that becomes suspicious about
the user’s actions can react to make sure that the user’s intentions are legitimate, or that the user is not improperly
taking advantage of privileged information. In this paper
we present the first steps toward building systems that can
identify a user’s different cognitive states.
This idea goes beyond the existing human interactive proofs
(HIPs) and human observational proofs (HOPs). HIPs can
be disruptive as they require specific actions from the user,
while HOPs aim to detect whether a user’s behavior “looks”
human. We envision work that explores security proofs further by matching behavior not only to what resembles human, but also by corresponding actions to known human
cognitive processes. We call this type of security proofs human subtlety proofs. By mining patterns on the usage of
input devices we expect to obtain a snapshot of users’ perception and decision-making processes in a transparent and
unobtrusive way.
Input devices are the connection between humans and the
digital world. Hence, they serve as a natural checkpoint
for computer systems to inspect interaction patterns. In
this paper, we present initial approaches toward building
human behavior models that would allow a system to identify different intentions or knowledge of its users based on
their low-level usage of input devices, such as mouse motion,
click patterns, and key presses. In this work, we focus exclusively on mouse features. This preliminary work aims to
detect patterns in the usage of a computer mouse that can
be insightful about the user’s cognitive processes.
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We hypothesize that different cognitive processes will
translate into differences in how people use input devices, and that these differences cannot be hidden by
people even if they try to conceal their behavior.
To test our hypotheses, we conducted a study to identify
differences in mouse usage features of users playing a computer version of the Memory game [13], also known as the
Concentration game. We designed our study with several

conditions that modified player cognitive states by controlling their ability to cheat. A more detailed description of
our implementation of the Concentration game, and of the
experimental conditions of our study, will be provided in
Sections 3.1 and 3.3, respectively. During our analysis, we
are purposely excluding any game-specific features to maximize generalizability to domains other than games.
By using a computer game we gain the opportunity of simulating real-world complexities while tightly controlling our
study. In particular, by controlling cheating in the game we
can simulate cases of users having access to information that
other users do not have in a natural way. We can therefore
test whether having access to this additional information
affects how users interact with the system at the input level.

2.

RELATED WORK

Previous work has used abnormal activity at different levels
to identify computer threats. Some methods have looked
at patterns in storage device activity for intrusion detection
[19], while earlier work focused on monitoring security or
policy violations for this same purpose [14]. Others have
looked at software behavior patterns to identify the existence
of spyware installed on a computer [12].

2.1

Security Proofs

Systems that have the need of making sure their users are
humans instead of bots have traditionally relied on human
interactive proofs (HIPs) which can differentiate, with a certain degree of confidence, a real human from an automated
system by presenting problems that are hard for computers
to solve, but humans solve with little effort. An example of
such implementations are CAPTCHAs [4]. However, while
there have been efforts to reduce the burden of their use
[9], HIPs are generally intrusive and can present usability
challenges for users [23]. There is also the possibility that a
human could solve a HIP and immediately after activate a
bot, effectively bypassing this method’s protection.
There have been efforts to detect bots based on activity patterns, particularly in multiplayer online games [22]. Others
have also explored the use of input devices to characterize player and bot behavior [3]. However, these efforts rely
on game-specific metrics making these methods impractical
to generalize to other domains. Commercial systems that
use user behavior patterns are also available [7] but they
use proprietary closed-source technologies and don’t publicly disclose their methods or results.

2.2

Computational Cognitive Modeling

When typing or pointing at targets in a graphical user interface, users exhibit distinctive patterns in the timing of
their keystrokes [15] and the movement of the mouse [1, 20].
Mouse movement characteristics, for example, include duration, velocity, and direction relative to the target. Time
series analysis shows that these features can distinguish between users. This type of analysis is common in the field of
“biometrics”, where characteristics unique to individuals are
used to differentiate who is using the device. In contrast,
rather than identifying unique characteristics of individuals,
we’re focused on identifying characteristics common to large
groups of users that tell us something about what they’re do-

ing at any given point of an interaction—a task more closely
related to performance modeling.
In HCI, performance modeling has the goal of improving
user interfaces. For example, Fitts’ Law models [8] have
been developed to predict duration, trajectories, and error
rates for pointer movements; changes in the size and distance
of a target alters these measures. Error rates have also been
studied for such HID tasks as typing and target selection.
Studies have shown that people move their mouse according
to their visual attention; some follow along with the pointer
like a finger on print media, while others move the pointer
to areas surrounding their visual focus [2, 6, 17]. In either
case, a correlation between eye focus and pointer location
has been established [6, 17].
At a more abstract level, human decision-making has also
been studied. A range of “microstrategies” [10] applied to
low-level HID usage have been identified. Microstrategies
are characteristic choices that users make, without extensive
deliberation, between different actions to achieve their goals.
A representative example of research on microstrategies is
due to Fu and Gray [11]. Experiment participants were given
a task to perform in a user interface that contained an information box, with a variable cost of accessing that information in different conditions: the information could be
permanently visible or it could require a mouse click (with
a temporary lockout) to see. Gray and Fu found patterns
in completion times, error rates, and decisions made by participants across the conditions, which could be explained in
terms of tradeoffs between perceptual/motor and memory
retrieval effort. Participants’ behaviors depended in subtle
ways on cognitive biases (e.g., a preference for “knowledge
in the head” rather than perfect knowledge in the world).

3.

METHOD

Our overarching approach to collecting low-level input device data reflective of cognitive processes is to use casual
computer games as a means to elicit examples of these behaviors. In this section we will describe the design and implementation of a casual game environment and study procedure to collect data.
Because this is early exploratory work, our experimental design focuses on establishing internal validity. We discuss the
limitations of this work, particularly with respect to external
validity, in more detail in Section 5.2.

3.1

The Concentration Game

We implemented a version of the Concentration game in
Adobe Flash. The game interface, shown in Figure 1, consists of a 4 × 4 grid of tiles, each being a 100-pixel square.
Tile boundaries were represented with a 1-pixel line. When
face down, a tile is black. When face up, the tile shows a
white background with a single, centered black letter. To
improve legibility, we used the letters A, B, C, E, H, I, P,
and Q, which were presented in the Helvetica Neue LT Std
65 Medium typeface [16]. Each letter was used twice, resulting in 8 unique matching pairs of tiles. The location of
each letter tile on the board was randomly chosen for each
round.

(a) Game screen with reveal mode disabled

(b) Game screen with reveal mode enabled

Figure 1: User interface of the Concentration game

A game round begins with all tiles facing down. Tiles are
revealed by clicking on them. A turn begins when a player
reveals the first tile of a pair, and ends when the player
reveals the second tile of that pair. When two tiles are revealed, their contents are displayed for 1 second. At that
point the tiles are turned face down (in the case of a mismatch) or cleared from the board (in the case of a match).
The player may proceed to the next turn without waiting
for the system to turn tiles back over by clicking on any
face-down tile in the case of match, or by clicking on any
available tile in the case of a mismatch. A game round ends
when every tile has been cleared from the board.
Depending on the experimental condition, some players had
the option to use the space bar on their keyboards to toggle
reveal mode. This mode would allow players to see the letter
of every available tile when these were face down, essentially
allowing them to cheat. To avoid confusion about the state
of a tile, we used gray for the color of the letters of face down
tiles when reveal mode was enabled, as shown on Figure 1b.

3.2

Experimental procedure

We used snowball sampling to recruit participants for our
study. The recruiting message contained a link to a website
where interested people could read the consent form and sign
up for a study time slot. Participants were offered a base
compensation of $5.00 for participating, a maximum of an
additional $2.00 for each game round they played, for a total
compensation amount of up to a maximum of $25.00. Their
compensation for a round began at the highest value ($2.00)
and decreased by $0.10 (until it is $0) for every mismatch
that the participant made on that round. Because our control group did not have the ability to enable reveal mode,
participants on this condition were given an additional $5.00

Gender
Female

Cheating
Cheating Cheating
Cheating
Disabled Discouraged Encouraged Allowed
1
4
6
0

Male

11

11

5

11

Total

12

15

11

11

Table 1: Participant assignment per condition.

on their base compensation for a total of $10.00 base compensation. The compensation received for the round is displayed at the bottom right of the game screen, as shown on
Figure 1.
Our implementation of the Concentration game randomly
assigned participants to one of the conditions when they
began the study. We are only considering for analysis the 49
participants who completed all 10 rounds in the study. The
number of participants per condition and gender is shown
in Table 1. Because participants self-selected for the study,
it is possible that the participant demographics are biased
towards individuals who enjoy these types of games or have
a better-than-average memory.
Participation in the study began with an optional demographics survey, followed by an in-game tutorial and practice
round to become familiar with the game rules and mechanics. Any amount earned during the practice round was not
counted toward the final compensation amount. The instructions provided during this tutorial varied per condition
as described in Section 3.3. The practice round was followed
by ten formal rounds of the game.

3.3

Experimental conditions

We designed our study with four experimental conditions: 1)
reveal mode disabled; 2) use of reveal mode discouraged; 3)
use of reveal mode encouraged; and 4) reveal mode enabled,
but neither encouraged nor discouraged. The difference between conditions was the language used when providing instructions in the in-game tutorial and game rounds.
On every condition, the instruction text for the tutorial always started with the following paragraph:
In this experiment, you will first play a tutorial round
of Concentration to become familiar with the rules
and controls of the game. The game board consists
of a 4 × 4 grid of black tiles. A single left-click on
any tile will show the underlying letter. You will
then attempt to find a second tile that has the same
letter as the first tile. If the pair is a match, the
tiles will be removed from the board. If not, this is
a mismatch — the tiles will be restored to their hidden state, and the game will continue on to the next
turn. You will also lose some amount from your
round reward, which will be displayed on the right.
A round is over when all tiles have been cleared off
the board.
Every condition added a different final paragraph, as described below. Similarly, the instructions provided before
moving to the game rounds had the following text in all
conditions:
You will now complete the actual exam, which consists of ten rounds.
At this time, the investigator will leave the room.
When you have finished all rounds, an on-screen
message will indicate that the experiment has been
completed and display your final compensation. If
you find that you need to terminate the study early,
please press the letter Q and you will be taken to
the final screen. In either case, please open the door
when you are finished with the study and the investigator will debrief you and instruct you on how to
obtain your compensation.
Some conditions included a different additional paragraph
on the game round instructions, as described below.

3.3.1

Reveal mode disabled

This is the control group. Participants in this condition
could not enable reveal mode and a cheating detection system was not mentioned. Additionally, the game interface
did not display the control to enable reveal mode. We will
refer to this condition as Cheating disabled.
On this condition, the following text was appended to the
tutorial instructions:
For this tutorial round, some tiles have already been
removed. Please do not use any other controls. If

the game is incorrectly exited, we will be unable to
determine your actual compensation.
This condition did not include any additional text on the
round instructions.

3.3.2

Use of reveal mode discouraged

Participants playing under this condition were told of the
existence of a cheat detection module, and that this module
was activated. In reality, no such module existed. The ability to use “reveal mode” was enabled. We will refer to this
condition as Cheating discouraged.
The following text was appended to the tutorial instructions:
For this tutorial round, some tiles have already been
removed. If your reward goes down to $0, you can
use spacebar on the keyboard to reveal hidden tiles
and finish off the rest of the round. This is called
the “reveal mode”. Feel free to experiment with this
option in the tutorial round. Please do not use any
other controls. If the game is incorrectly exited, we
will be unable to determine your actual compensation.
This condition showed the following additional text prior to
the formal round:
The researchers are interested in improving the quality of a cheat detection system. For your round,
we have enabled our cheat detection module. For
purposes of our study, the cheating detection module only examines mouse operations, such as mouse
movement and left-click. It does not monitor key
presses. If the module is able to detect that you are
cheating (only looking at mouse actions), then the
round will end and you will receive $0 for the round.

3.3.3

Use of reveal mode encouraged

Participants playing under this condition were told of the
existence of a cheat detection module, but were told that
this module had been disabled for them. The ability to use
“reveal mode” was enabled. We will refer to this condition
as Cheating encouraged.
The tutorial instructions on this condition also appended
the same text as the condition where reveal mode was discouraged. The following additional text was shown on the
round instructions for this condition:
The researchers are interested in improving the quality of a cheating detection system. Some participants have a cheating detection system that is activated during their game session that examines mouse
operations, such as mouse movement and left-click,
to detect if they are cheating. For your round, however, we have disabled our cheating detection module.

3.3.4

Use of reveal mode allowed

This condition did not mention a cheat detection module
at all, and the existence of a reveal mode was not explicitly stated. However, the ability to use “reveal mode” was
enabled. We will refer to this condition as Cheating allowed.
The following text was appended to the tutorial instructions:
For this tutorial round, some tiles have already been
removed. Please do not use any other controls. If
the game is incorrectly exited, we will be unable to
determine your actual compensation.
This condition did not include any additional text on the
round instructions.

3.4

Metrics

We instrumented our game to collect mouse pointer motion
and click events with millisecond precision. We associated
these events with the state of the game, and of the board.
For example, each recorded event also captured whether reveal mode was enabled, which tile was clicked or hovered,
turn counts, etc. The game also recorded when reveal mode
was toggled. While many of these data are game-specific,
we are only considering for analysis features that can be
measured on any graphical user interface and are therefore
task-independent. Here we describe the features.

1. Time between clicks: This feature measures the
time, in milliseconds, between two successive clicks.
These times are averaged and reported as a single value
per round.
2. Time between a click and a succeeding mouse
movement: This measures the time, in milliseconds,
after a tile is clicked and before the mouse is first
moved. These time differences are also averaged and
reported as a single value per round.
3. Count of change in direction of mouse motion:
This measures the number of times the mouse is moved
in the opposite direction of the current motion either
horizontally, vertically, or diagonally. For any mouse
motion, its direction is determined by the preceding
location and current location of the mouse pointer. If
the directions of two consecutive mouse movements are
different, the count is increased.

4.

ANALYSIS AND RESULTS

All the above features are calculated for each round (i.e.,
every round played is considered a data point). For a total
of 10 rounds per participant and 49 participants we analyzed
490 labeled data points with 6 features each. In addition to
looking at our data per condition, we also found it useful to
categorize rounds based on the type of player interaction.
We did this by looking at whether reveal mode was used or
not during a round and defined 3 types of rounds: 1) when
reveal mode was disabled for an entire round we call that a
no reveal round, 2) when reveal mode was enabled for the entire duration of a round we call that a full reveal round, and
3) when reveal mode was both enabled and disabled during
a single round we call that a partial reveal round. During
our analysis, we also looked at the combination of full reveal
and partial reveal rounds as a single class. We will refer to
this class as mixed reveal rounds. The use of reveal mode
changes the cognitive task of the game from one of memory
storage and retrieval (when reveal mode is disabled) to one
of visual search (when reveal mode is active). Thus, these
subsets of data are actually reflective of different cognitive
processes.
Table 2 shows the average values of all the relevant features on different round types. For illustrative purposes,
Appendix B shows visualizations of each type of round.
For our analysis we used Python’s Scikit-learn 0.15.2 [18]
library’s implementation of the Random Forest classifier [5]
with 1000 estimators and the rest of the parameters set to
their default values. We chose to use random forests because it provides good classification accuracy with a relatively simple implementation. Random forests also provide
the ability to inspect trees for tweaking parameters to improve accuracy, if desired. We used 10-fold cross-validation
to evaluate our models and calculated accuracy values per
player, and then averaged these values per condition and/or
round type to obtain a total accuracy. We also calculated
values for classification precision, recall, and F-score [21].
We divided our analysis into three parts. A summary of the
types of rounds considered as classes for each of the three
analysis is shown on Table 3.
Analysis 1: On the first part, we considered mixed reveal
rounds as one class and rounds where reveal mode was never
used (no reveal) as the second class. Using the model trained
for this binary classification we obtained 89.18% accuracy
with an F-score of 0.98. Precision and recall values were
1.00 and 0.96, respectively.

4. Screen region hover count: The game board can be
naturally partitioned into 16 regions corresponding to
the 16 tiles. This feature counts how many times the
mouse pointer is moved from one region to another.
Functionality on graphical user interfaces can usually
be grouped into regions.

Analysis 2: On the second part of our analysis, we removed rounds of type partial reveal, therefore considering
only no reveal and full reveal round types for classification,
obtaining a binary classification accuracy of 98.73% with an
F-score of 0.88. Precision and recall values were 0.83 and
0.95, respectively.

5. Task completion time: This feature measures the
total time taken to complete a round in milliseconds.

Analysis 3: The third part of our analysis considered rounds
of type partial reveal, no reveal, and full reveal as three separate classes. In this case, the accuracy was 80.61%. The
no reveal class had precision, recall, and F-score values at
0.83, 0.92, and 0.87, respectively. The full reveal class had

6. Total number of clicks: It is the total number of
clicks observed during the round.

Feature
Time between clicks (ms)
Time between a click and a
succeeding mouse movement (ms)
Count of change in direction
of mouse motion
Screen region hover count
Task completion time (ms)
Total number of clicks

No Reveal

Mixed Reveal

Partial Reveal

Full Reveal

1726.84 (686.20)

2360.06 (1814.52)

2728.32 (1739.83)

1721.97 (1763.61)

279.36 (164.64)

301.49 (487.16)

367.93 (581.04)

186.37 (206.55)

389.87 (148.16)
119.77 (36.91)
50420.80 (19786.68)
29.14 (6.51)

299.64 (225.69)
78.41 (45.49)
45809.62 (32749.42)
19.10 (4.98)

310.12 (182.52)
84.33 (41.29)
54850.41 (31071.80)
20.50 (5.61)

281.50 (284.53)
68.16 (50.34)
30144.89 (29513.26)
16.67 (2.02)

214

276

175

101

Instances

Table 2: Global averages of features per type of round. In parentheses, standard deviation values.

No reveal
Full reveal
Partial reveal
Mixed reveal

Analysis 1

Analysis 2

Analysis 3

Class 1 (43.67%)

Class 1 (67.94%)
Class 2 (32.06%)

Class 1 (43.67%)
Class 2 (20.61%)
Class 3 (35.71%)

Class 2 (56.33%)

Table 3: Assignment of round types to classes for each analysis. In parentheses, percentage of rounds in each class for each
analysis.

precision, recall, and F-score values at 0.80, 0.79, and 0.80,
respectively. The partial reveal class had precision, recall,
and F-score values at 0.76, 0.89, and 0.82, respectively.
In these three analyses we also looked at individual accuracy
values per experimental condition. We used the same models
created for each analysis (trained with rounds from all conditions) and attempted to classify rounds of each condition
separately. Table 4 shows a summary of our classification
accuracy results per round type and condition, including
precision, recall, and F-score values for Analyses 1 and 2.
Table 5 shows a summary of our classification accuracy results per round type and condition for Analysis 3 including
precision, recall, and F-score values for each of the classes.
We have also included histograms of each feature containing
all data points for Analysis 1 (Appendix A.1), for Analysis
2 (Appendix A.2), and for Analysis 3 (Appendix A.3).

5.

DISCUSSION

Pattern differences that humans can easily recognize can be
hard for computers to detect. When looking at the visualizations of each type of rounds we show on Appendix B we can
immediately notice differences in the interaction patterns.
The above analysis shows that the method we present in
this paper to model low-level input activity can be used to
predict higher-level decision making processes with a high
degree of accuracy. In other words, we can train computer
models that can identify how different cognitive processes
manifest themselves at the input level just by analyzing
mouse movement behaviors and time variations between clicks.
By looking at the data we collected from three separate
angles through our three analyses we gain a better understanding of our results. The accuracy values we obtained
on the second analysis were higher than those of the first
one. This can be explained by understanding the nature of
partial reveal rounds included in our first analysis. During

these rounds, players used reveal mode for some of the round
time. While reveal mode was on, players had to visually
search for matches, whereas when reveal mode was off they
had to rely on their memory. When reveal mode is turned
off, this results in a transition from a cognitive state that
relies on visual perception to a cognitive state that relies
on memory. The opposite transition happens when going
from having reveal mode on to turning it off. This transition would occur even after having seen all the tiles, since
working memory decays in a short amount of time. However, if reveal mode was turned off late in a round when only
a few tiles were left, the effect of memory decay would be
smaller on the task. In our analyses we did not look at the
different times in the rounds where reveal mode is turned on
or off. Due to these variations, the input behavior observed
during mixed cheating is not consistent and hence harder to
detect. Also, because we are averaging feature values for the
entire round, some of the distinctive patterns are reduced,
decreasing prediction accuracy.
By considering rounds of type full reveal on our second analysis we exclude the blend of patterns that occurs in partial
reveal rounds and the diffusion that occurs by averaging the
features for whole rounds, resulting in increased accuracy.
A similar argument can be used to explain the results of our
third analysis. Since we considered three classes in this third
case, the classification problem increases in complexity. Because of this, accuracy values in this analysis are lower than
in the first two.
Throughout our three analyses, prediction accuracy is consistently lowest (comparatively) in the condition where the
use of reveal mode was discouraged. On this condition, players were told that a cheating detection system was active,
and that if detected, they would lose their compensation for
that round. The details of how such cheating detection system worked were not provided. To avoid losing their earnings, players who chose to use reveal mode were expected

Classification type

Experimental Condition
Cheating
Cheating
Cheating
Cheating

Analysis 1

Instances

Accuracy

Precision

Recall

F-score

120
150
110
110

93.33%
84.00%
93.64%
87.27%

0.93
1.00
0.94
0.94

1.00
0.63
0.87
0.55

0.97
0.77
0.91
0.70

490

89.18%

0.83

0.95

0.88

120
87
67
41

100.00%
95.40%
100.00%
100.00%

1.00
1.00
1.00
1.00

1.00
0.91
1.00
1.00

1.00
0.95
1.00
1.00

315

98.73%

1.00

0.96

0.98

disabled
discouraged
encouraged
allowed

Global
Cheating
Cheating
Cheating
Cheating

Analysis 2

disabled
discouraged
encouraged
allowed

Global

Table 4: Accuracy results for our first and second analyses per condition.
No reveal
Experimental Condition
Cheating
Cheating
Cheating
Cheating

Full reveal

Partial reveal

Instances

Accuracy

P1

R1

F1

P2

R2

F2

P3

R3

F3

120
150
110
110

90.83%
72.67%
85.45%
75.45%

1.00
0.65
0.84
0.58

0.88
0.95
1.00
0.88

0.94
0.77
0.91
0.70

N/A
0.85
0.84
0.69

N/A
0.72
0.87
0.83

N/A
0.78
0.86
0.75

N/A
0.75
0.89
0.89

N/A
0.81
0.81
0.80

N/A
0.78
0.85
0.84

490

80.61%

0.83

0.92

0.87

0.80

0.79

0.80

0.76

0.89

0.82

disabled
discouraged
encouraged
allowed

Global

Table 5: Accuracy results for our third analysis per condition. For each class in our classification, Pn columns show precision
values, Rn columns show recall values, and Fn columns show F-scores.

to behave as they think they would have behaved if they
had not enabled reveal mode. If these players had been able
to conceal their cheating behavior, our models would have
classified these rounds as no reveal. However, our results
show that even in this extreme case our models were able to
differentiate mouse usage patterns with high accuracy.
Conversely, the prediction accuracy of the three analyses is
consistently highest in conditions where the use of reveal
mode was disabled. This is also expected because all of the
rounds in this condition belong to the no reveal class where
our features generally show much less variability.
A plausible explanation for the increased accuracy value obtained on the condition where the use of reveal mode was
encouraged when compared with the condition where the use
of reveal mode was simply allowed can be the explicit statement provided during the game instructions when reveal
mode was encouraged about there being no consequences to
using this mode during the game. We suspect that the lack
of information about reveal mode in the condition where its
use was simply allowed made it unclear for players whether
there would be any adverse consequences of its use. Therefore, participants in this condition may have felt inclined to
conceal their use of reveal mode, bringing their interaction
patterns closer to those of players in the condition where
reveal mode was discouraged.

5.1

Security Implications

While this is preliminary work toward building models that
could identify different cognitive states and cognitive processes of users based on interaction patterns, our method
can be readily used to detect abnormal behavior, such as

differentiating bots vs. real humans. The features we considered can be applied to any system that requires interaction through a computer mouse. These features capture
many nuances of human cognitive processes such as the time
it takes to visually process information or to make decisions
about a next action. We have shown that these subtle variations in interaction patterns can be used to differentiate
human behavior.
From a security perspective, similar models could be trained
to detect malicious human behaviors in an unobtrusive way.
We have shown that having access to privileged information
affects how users interact with a computer through HIDs.
Similar models could also be built to identify users based on
the way the use a computer by creating a “fingerprint” of an
individual’s usage patterns that can be used for authentication purposes or to identify when a user’s captured features
differ from those associated with the task for which the interface is designed (e.g., when they are performing visual
search but should be doing memory recall).

5.2

Limitations

Through this exploratory work we focused on establishing
internal validity while keeping the generalizability of our approach in mind. Although untested at this point, our design
targeted task-independent features to enable future investigations into the generalizability (and therefore external validity) of our approach. By excluding any task-specific features from our analysis, this work considers mouse features
that can be collected from any mouse-driven user interface.
However, it is possible for different tasks to produce interaction patterns that are more difficult to classify. Whether it
is possible to include task-specific features to improve accu-

racy on more difficult domains remains an open question for
future work. While we are optimistic that our methods will
perform comparably well in a variety of usage scenarios, we
have not validated them in other domains nor in tasks with
different usage patterns.

this direction, we are evaluating a typing game to determine
how familiarity and muscle memory affect typing patterns.
From a security perspective, this work could be used to determine whether a password being typed is being remembered or is being guessed or composed.

6.

8.

CONCLUSION

By allowing some participants to reveal the contents of the
tiles we provided them with information that other participants didn’t have, effectively changing the way in which they
approached the game task. When reveal mode is enabled, visual processing of the board is more useful for finding matching tiles than recalling tile content from working memory.
This difference fundamentally changes the cognitive process
that takes place when playing the game under these two
scenarios. Our results show that we can accurately identify,
based on mouse interaction patterns, whether a player is relying on reveal mode to complete the game. This means that
the different cognitive processes involved in solving this task
have physical manifestations that can be detected through
low-level input pattern-mining.
By discouraging the use of reveal mode with the threat of losing round earnings through a cheating detection algorithm,
we encourage intentional deceptive behavior. Players are interested in maximizing their compensation. Therefore, they
have the option of either not using reveal mode at all, or
using reveal mode while trying to behave as if they are not
using it. While detection accuracy is slightly reduced in
these conditions, our results indicate that for the most part
players were unable to conceal their behavior. This means
that the mouse interaction patterns resulting from our cognitive processes cannot be manipulated in a way that they
would go undetected.
In this paper, we decided to focus exclusively on mouse features that could be measured on any graphical user interface to show that pattern-mining of input device interaction
could be applied to domains other than games. While we
were able to obtain high classification accuracy with taskindependent features, it is possible that leveraging knowledge of specific task particularities could produce even more
accurate results by incorporating task-dependent features.

7.

FUTURE WORK

The method we have presented relies on knowledge of an
entire round to detect behavior. This allows us to inspect
patterns in mouse usage long after they have occurred. In
the next steps of this work we expect to expand our method
for online, near-real-time detection of these interaction patterns. In certain situations, such as the use of personal computers, multiple types of input devices are commonly used
simultaneously. Future work looking at the combination of
these patterns could achieve better accuracy. In the same
way, our method could also benefit from the use of taskspecific features. Future work could identify more predictive
features that are particular to a specific task, or generalizable to a class of similar tasks.
Naturally, we are also interested in exploring usage patterns
of different types of input devices, such as touch-screens,
keyboards, and touch-less interfaces such as the Microsoft
Kinect, and patterns on more complex user interfaces. In
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APPENDIX
A. FEATURE PLOTS
A.1 Analysis 1 Plots

(a) Time between clicks

(b) Time between a click and a succeeding mouse movement

(c) Screen region hover count

(d) Count of change in direction of mouse motion

(e) Task completion time

(f) Total number of clicks

Figure 2: Histograms of all 6 features. In blue, values for no reveal rounds. In red, values for mixed reveal rounds.

A.2

Analysis 2 Plots

(a) Time between clicks

(b) Time between a click and a succeeding mouse movement

(c) Screen region hover count

(d) Count of change in direction

(e) Task completion time

(f) Total number of clicks

Figure 3: Histograms of all 6 features. In blue, values for no reveal rounds. In red, values for full reveal rounds.

A.3

Analysis 3 Plots

(a) Time between clicks

(b) Time between a click and a succeeding mouse movement

(c) Screen region hover count

(d) Count of change in direction

(e) Task completion time

(f) Total number of clicks

Figure 4: Histograms of all 6 features. In blue, values for no reveal rounds. In red, values for full reveal rounds. In green,
values for partial reveal rounds.
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Figure 5: Visualizations of mouse motion and click activity on different types of rounds.
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